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What the thesis is about
Control as Inference (CaI)

state estimation
Kalman filter, RSSM

entropy-regularized RL
SAC, MPO, TRPO/PPO

variational inference

CaI information geometry

Bayes vs. ELBO on a bandit

Bayes’ rule

π∗(a) = p(a | O) = p(O | a)π0(a)
p(O)

ELBO: free-energy minimization
min
π

KL
(
π ∥π0

)
− Eπ

[
log p(O | a)

]
same π∗ if π is free,
an approximation in a family

p(O | a) ∝ eη r(a): ELBO = KL-regularized return, posterior = softmax policy
CaI is not always an MDP

Levine (2018); Neu, Jonsson & Gómez (2017).
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Three horizons in one visitation measure

episode
reset after T

discounting
reset w.p. 1 − γ

survival
reset w.p. 1 − γσ(s, a)

V
minν∈V Γ(ν)
reset sets the horizon, Γ the objective

νπ(s, a) = (1 − γ)
∞∑
t=0

γt Pπ(st = s, at = a)

Inspired by stochastic resetting, Evans, Majumdar & Schehr (2020), and PageRank as policy evaluation, Avrachenkov, Gregoris & Litvak (2026).
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Three relaxations of the MDP
Standard

Reward maximization

linear objective:
optimum at a vertex

Chapter 1
Survival

survival occupancy:
mass leaks by hazard

⟨c, ν⟩ =
b

Chapter 2
Constrained

restricted set: barrier
keeps iterates feasible

Chapter 3
Nonlinear

concave utility:
mirror descent to an

interior optimum

Horizon: hazards end the
episode (Ch. 1)

Prior: constraints shape the
geometry (Ch. 2)

Likelihood: free energies, not
rewards (Ch. 3)
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Ch. 1: constraints as a survival process
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Milosevic & Franz et al. (2026), Stochastic Decision Horizons for Constrained RL.
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Ch. 2: constraints shape the geometry
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Milosevic, Müller & Scherf (2025): C-TRPO (ICML) and C3PO (EXAIT workshop); Milosevic & Scherf (2025).
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Ch. 3: Model-Based CaI with
General Utilities
Active Inference and Kalman Duality



An agent lives on a history process

ot

o0 a0 o1 · · · ot at ot+1 at+1 ot+2 · · ·

now

past: observed
perception explains it

future: imagined
action chooses it

PERCEPTION

fit a world model to the observed past
ACTION

plan in it over the imagined future
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An agent that learns a model and plans in itA B

t = 0 t = 1 t = 2 t = T

s

π

a

+ + + …νπ
γ =

acting

model learning

planning

value / policy

experience model

di
re

ct
RL

Sutton (1991); Sutton & Barto (2018).
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01 / CHAPTER 3

World models in practice: DreamerV3

x1 x2 x3x̂1 x̂2 x̂3

a1 a2

z1 z2 z3

h3h2h1

enc encenc dec dec dec

(a) World Model Learning

h3h2h1

a1 a2
v1 v2r2 v2r2

x1

z1 z2 z3

enc

(b) Actor Critic Learning

Figure 3: Training process of Dreamer. The world model encodes sensory inputs into discrete
representations zt that are predicted by a sequence model with recurrent state ht given actions at.
The inputs are reconstructed to shape the representations. The actor and critic predict actions at and
values vt and learn from trajectories of abstract representations predicted by the world model.

problem without human data has been widely recognized as a substantial challenge for artificial
intelligence because of the sparse rewards, exploration difficulty, long time horizons, and the
procedural diversity of this open world game18. Due to these obstacles, previous approaches resorted
to using human expert data and domain-specific curricula19,20. Applied out of the box, Dreamer is
the first algorithm to collect diamonds in Minecraft from scratch.

Learning algorithm
We present the third generation of the Dreamer algorithm21,22. The algorithm consists of three neural
networks: the world model predicts the outcomes of potential actions, the critic judges the value of
each outcome, and the actor chooses actions to reach the most valuable outcomes. The components
are trained concurrently from replayed experience while the agent interacts with the environment. To
succeed across domains, all three components need to accommodate different signal magnitudes and
robustly balance terms in their objectives. This is challenging as we are not only targeting similar
tasks within the same domain but aim to learn across diverse domains with fixed hyperparameters.
This section introduces the world model, critic, and actor along with their robust loss functions, as
well as tools for robustly predicting quantities of unknown orders of magnitude.

World model learning

The world model learns compact representations of sensory inputs through autoencoding23 and en-
ables planning by predicting future representations and rewards for potential actions. We implement
the world model as a Recurrent State-Space Model (RSSM)24, shown in Figure 3. First, an encoder
maps sensory inputs xt to stochastic representations zt. Then, a sequence model with recurrent
state ht predicts the sequence of these representations given past actions at−1. The concatenation of

3

perception: an evidence bound for the model · action: an entropy-regularized actor
two losses, not derived from one objective

Hafner et al. (2023), Fig. 3.
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01 / CHAPTER 3

Kalman’s duality is time reversal

Σ−
0

∣∣S0Σ−
−2 Σ+

−2 Σ−
−1 Σ+

−1Σ−
−T · · · S̃0 S1 S̃1 S2 ST· · ·

o−2 o−1 a0 a1

t 7→ −t

now
past: filter, forward in time future: regulator, backward in time

Past: Kalman filter, belief N (ŝ,Σ) on the hidden state
Σ−
t , Σ+

t : covariance before / after ot
Future: regulator, cost-to-go Jt(s) = s⊤Sts+ ct
St, S̃t: value Hessian before / after improving at at

mirror cells: Σ−
−t ↔ St, Σ+

−t−1 ↔ S̃t

Kalman (1960); Todorov (2008): beyond Gaussians only if the controller picks transitions.
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THE PUZZLE OF CH. 3: WHAT IS THE DUALITY OF PERCEPTION AND ACTION?

Kalman filter and LQR are dual.
Is perception the mirror image of action,
or only in linear–Gaussian problems?



01 / CHAPTER 3

One free energy for perception and action
A

True POMDP
World Model

Latent MDP

Latent Policy

Fit data

minp,q F(q; p,D)

Simulate
Eωt+1 = pωt

Plan

minπ G(π; p)

Deploy
ϖ = π ◦ q

B Policies

Π

π∗

minπ G(π)?
π

Transform

VG

Marginals

J = F + G
Milosevic, Hinrichs & Scherf (2026), Active Inference as a Convex MDP.
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01 / CHAPTER 3

Where does the bound put its density?
variational posterior of the future: the imagined Markov process

q̃(τ) = µ̂(s0)
∏
t

πt(at | st) p(st+1 | st, at), q̃(st) = νπt (st)

s0 s1 s2 s3

one density on the whole path q̃(τ)

dynamics factors cancel
linear: a KL-regularized MDP

Mismatched No More

s0 s1 s2 s3

a density per step q̃(st)

no dynamics factor in the target
nonlinear: a convex MDP

Active inference
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01 / CHAPTER 3

The nonlinearity is a mutual information
EXPECTED FREE ENERGY (risk + ambiguity, Da Costa et al. 2020)

G(π) =
∑
t

E(s,a)∼νπt
[
log νπt (s, a) − log p̃(s, a)

]
risk

+ Es∼νπt Eo∼p(o|s)
[

− log p(o | s)
]

ambiguity

G(π) =
∑
t

(
E(s,a)∼νπt

[
− log p̃(s, a)

]
+ Es∼νπt Eo∼p(o|s)

[
− log p(o | s)

]
linear in νπt

+ E(s,a)∼νπt
[
log νπt (s, a)

]
nonlinear

)
Da Costa et al. (2020), Eq. (13), with state–action preferences, in thesis notation; parameter learning omitted.
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01 / CHAPTER 3

Mirror Descent on V : each step is a soft MDP
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convex MDP = a sequence of soft MDPs: reward rk = −∇Γ(ωk), KL to πk
Milosevic, Hinrichs & Scherf (2026); Hazan et al. (2019); Zahavy et al. (2021); Moreno et al. (2024); Lu, Freund & Nesterov (2018).
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02 / SPECULATION

Kalman duality in POMDPs?

m−
0

∣∣w0m−
−2 ϑ+

−2 m−
−1 ϑ+

−1m−
−T · · · v1 w1 v2 w2 vT· · ·

o−2 o−1 a1 a2

t 7→ −t

now
past: exponential-family filter, forward in time future: log-linear policy, backward in time

Past: belief q(s) ∝ eϑ
⊤ψ(s) on the hidden state

m−: predicted moments, before ot
ϑ+: natural parameters, after ot

Future: policy π(a | s) ∝ eθ
⊤ϕ(s,a)

wt:Qt(s, a) = w⊤
t ϕ(s, a), the soft Q-function

vt: Vt(s) = v⊤t ψ(s), the soft value

the steps mirror, the objects do not: equal recursions only for Gaussians
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02 / SPECULATION

Perception and control, algorithmically dual

Perception Control

exponential step measurement (Bayes’ rule) policy improvement
mixture step prediction backup through the model
direction forward in time backward in time

the same mirror step on two information manifolds
Milosevic et al. (2026), The Dually Flat Geometry of Planning as Inference.
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02 / SPECULATION

MPO: The E-step is a posterior

E-STEP prior πk , likelihood eηQ

M-STEP trivial if the family is closed {πθ}

closure: the Gibbs
posterior stays
in the family

πk

πk+1

q ∝ πke
ηQ

M-step
minθ KL(q ∥πθ)

Abdolmaleki et al. (2018); Minka (2001).
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02 / SPECULATION

A TRPO-style surrogate advantage bound

Γ(νπ) ≤ Γ(νk) − Ak(π) +
(
L+ 2γ∥Ak∥∞

1 − γ

)
Dmax

KL (π∥πk)

curvature of the objective + curvature of the policy-occupancy map

a planner with a model pays only L

Kakade & Langford (2002); Schulman et al. (2015); Achiam et al. (2017).
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02 / SPECULATION

Proof of principle: PROBE
masked
o = (0, 0)

observed
o = (cos θ, sin θ)

Balance: r = 1

start

|u| ≤ 0.75
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Closer to the theory: slower start, higher late success
REINFORCE, no bonus
REINFORCE + bonus

MPO + bonus
MPO + bonus, target occupancy, slow refit

Sparse Masked Pendulum, Dreamer, kNN bonus on deter, β = 0.03. Thin lines: seeds; bold: mean; rolling mean of 3 evals.
Preliminary, 3 seeds per method. Target occupancy or slow refit alone reached similar late success. Decoder world model not tested.DREAMER kNN state entropy on the latent, actor in imagination

CLOSER TO THEORY MPO actor, kNN reward on the target occupancy, slow model refit (preliminary)
Ashlag et al. (2026), PROBE; Hafner et al. (2023); Abdolmaleki et al. (2018).
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02 / SPECULATION

What would a brain compute?

world brain

agent–environment interface

external

sensory

active

internal

perception

action

DOPAMINE

prediction errors of a utility,
not of a reward

CORTEX

perception manifold vs. control
manifold:
which map ties them?

Friston (2010); Parr, Da Costa & Friston (2020); Schultz (1997); Stauffer et al. (2014); Doya (2021); Kataoka & Doya (2026).
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03 / OPEN QUESTIONS

Open questions

1 Is the duality structural or only algorithmic? Does it have real consequences?

2 When do nonlinear objectives pay off: exploration, robustness, safety?

3 Is the policy-dependence a real obstacle for model-based CaI?
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THANK YOU

Questions?
nmilosevic@cbs.mpg.de



A / BACKUP

Backup: the LQG control problem
Linear–Gaussian world model, st ∈ Rn, at ∈ Rp, stage cost ℓ(s, a) = s⊤Ms+ a⊤Ra:

min
π

J(π) = Eπ
[T−1∑
t=0

ℓ(st, at) + s⊤TMT sT
]

subject to st+1 = Ast +Bat + wt, wt ∼ N (0,W ),
ot = Cst + vt, vt ∼ N (0, N),
at ∼ πt(· | o0:t), t = 0, . . . , T − 1,
s0 ∼ µ̂ = N (0,Σ0),

M ⪰ 0,R ≻ 0,W ≻ 0,N ≻ 0, independent noises. LQR: at ∼ πt(· | st), no emission.
Thesis Ch. 3, the LQG example.
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A / BACKUP

Backup: the Riccati recursion splits like the
Kalman filter

(Σ+)−1 = (Σ−)−1 + C⊤N−1C
measurement

S̃−1
t = S−1

t+1 +BR−1B⊤

minimize over a

Σ−
t+1 = AΣ+

t A
⊤ +W

prediction
St = M +A⊤S̃tA

backup

A ↔ A⊤,C ↔ B⊤,W ↔ M ,N ↔ R, Σ−
−t ↔ St, Σ+

−t−1 ↔ S̃t
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A / BACKUP

Backup: the closed-family control problem
Featuresψ(s) on states and ϕ(s, a) on state–action pairs:

min
π

Eπ
[T−1∑
t=0

ℓ(st, at)
]

+ η−1 KL
(
π ∥πref

)
ℓ = (wℓ)⊤ϕ linear in ϕ

subject to st+1 ∼ p(· | st, at), E
[
ψ(st+1) | st, at

]
= Pϕ(st, at) kernel closure

ot ∼ p(· | st), p(o | s) ∝ eϑℓ(o)
⊤ψ(s) conjugate

at ∼ πθt(· | st), πθ ∝ eθ
⊤ϕ, logZθ ∈ spanψ partition closure

s0 ∼ µ̂, µ̂ ∝ eϑ
⊤
0ψ

LQG:ψ, ϕ quadratic, ℓ = s⊤Ms+ a⊤Ra; the KL vanishes as η → ∞.
Thesis Ch. 3, closed families (closure assumption).
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A / BACKUP

Backup: the split beyond Gaussians

Perception: belief qt(s) ∝ eϑ
⊤
t ψ(s) Control: policy πθt(a | s) ∝ eθ

⊤
t ϕ(s,a)

ϑ+
t = ϑ−

t + ϑℓ(ot)
measurement

θk+1
t = θkt + η wt

improvement

m−
t+1 = P ξt

prediction
wt = wrt + P⊤vt+1

backup

m = Eq[ψ], ξt = E[ϕ(st, at)], conjugate likelihood p(o | s) ∝ eϑℓ(o)⊤ψ(s)

kernel closurePψ = Pϕ, partition closure Vt = η−1 log Zθt+ηwt

Zθt
= v⊤t ψ

P ↔ P⊤ replacesA ↔ A⊤; without closure, both sides project (moment matching)
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A / BACKUP

Backup: the general duality is algorithmic
Perception Control

exponential step belief: ϑ+
t = ϑ−

t + ϑℓ(ot) policy: θk+1
t = θkt + η wt

prior × likelihood πk × eηQ

mixture step moments forward: m−
t+1 = P ξt values backward: wt = wrt + P⊤vt+1

mixture steps are adjoint: ⟨vt+1,P ξt⟩ = ⟨P⊤vt+1, ξt⟩ (a measure paired with a function)

exponential steps add natural parameters, but of different objects: a belief and a policy

Gaussians only: the Legendre map inverts a matrix, so both recursions become the same
equations (Kalman).

Kalman (1960); Todorov (2008).
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A / BACKUP

Backup: LQG is a special case

closed family LQG, x = (s; a)
features ψ(s), ϕ(s, a) quadratic in s, in x
reward r = (wr)⊤ϕ −(s⊤Ms+ a⊤Ra)
kernel closure Pψ = Pϕ linear–Gaussian pmaps quadratics to quadratics
partition closure logZθ = v⊤ψ completing the square, Θaa ≺ 0
backup wt = wrt + P⊤vt+1 Ht = (M 0

0 R ) + [A B]⊤St+1[A B]
improvement θk+1

t = θkt + ηwt Σ−1 += 2ηHt,aa, gainKt = H−1
t,aaHt,as

linear cost: s⊤Ms+ a⊤Ra = tr
(

diag(M,R)xx⊤)
= ⟨diag(M,R), ϕ(s, a)⟩

Thesis Ch. 3, closed families; Wu et al. (2025).
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A / BACKUP

Backup: Mismatched No More in our KL form

Trajectory law q̃ under the learned model p, target pr under the environmentP :

Eq̃
[

log q̃(τ)
pr(τ)

]
=

∑
t

(
Eνt KL

(
p(· | s, a) ∥P (· | s, a)

)
model

+ Eνt KL(πt∥πref) − ⟨r, νt⟩
policy

)
Dynamics factors cancel up to the model term: a KL-regularized MDP. The paper states its bound

with discounting, one policy in both laws and (1 − γ) log r.

Eysenbach et al. (2022), Eq. (2)–(3), Thm. 3.1.
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A / BACKUP

Backup: the mutual information, step by step
EXPECTED FREE ENERGY, REORDERED

G(π) =
∑
t

(
Eνt

[
− log p̃(s, a)

]
+ Eνt H

[
p(o | s)

]
linear

− H(νt)
)

SPLIT THE ENTROPY: POLICY, THEN STATE

H(νt) = Es∼νtH
[
πt(· | s)

]
soft-RL entropy

+ ⟨HP , νt−1⟩
linear in νt−1

+ Iνt−1(st; st−1, at−1)
mutual information

chain rule for st ∼ p(· | st−1, at−1), HP (s, a) = H
[
p(· | s, a)

]
G(π) = linear in ν − soft-RL entropy −

∑
t Iνt−1(st; st−1, at−1)
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A / BACKUP

Backup: one mirror step is one soft-DP pass
MIRROR STEP linearize Γ at ωk , add the KL to the current policy

min
π

T−1∑
t=0

(〈
∇tΓ(ωk), ωπt

〉
+ η−1 Es∼ωπ

t
KL

(
πt(· | s) ∥ πkt (· | s)

))
SOFT MDP local reward rk := −∇Γ(ωk), reference policy πk , temperature η−1, on the imagined process q̃

BACKWARD PASS VT := 0, Qt(s, a) = rkt (s, a) + Es′∼p(·|s,a)Vt+1(s′)

Vt(s) = max
πt(·|s)

{
Ea∼πt

[
Qt(s, a)

]
− η−1 KL

(
πt ∥ πkt

)}
Gibbs= η−1 logEa∼πk

t
(·|s)e

ηQt(s,a)

πk+1
t (a | s) = πkt (a | s) eη(Qt(s,a)−Vt(s)) the Gibbs posterior of the current policy

linear Γ: rk fixed, one pass · EFE: ∇Γ moves with ωk , repeat the pass
Thesis Ch. 3, planning by mirror descent.
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A / BACKUP

Backup: certainty equivalence is block-wise
free-energy minimization

LQG: at = −KLQR
t ŝt|t

retrospective block → Kalman posterior q = N (ŝ,Σ)
prospective block → regulator π(a | s) = δ(a+Ks)
deployedϖ = π ◦ q: mean −Kŝ (the CE controller), extra cost tr(HaaKΣK⊤)
separation makes the block-wise minimization exact
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A / BACKUP

Backup: episodes are stationary on the clock
chain

States (s, t), reset after step T − 1: a resetting kernel with ρ(s, t, a) = 1{t = T − 1}.
ω ∈ Q ⇐⇒ ω/T ∈ kerK : the step-wise polytope is a visitation polytope

soft backward pass = soft average-reward Bellman equation in the gauge VT = 0,
gain = ⟨µ̂, V0⟩/T
horizon only as the policy-independent normalization 1/T
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A / BACKUP

Backup: the fixed point of the clean loop

Well-specified tabular model, exact recognition, population refit, coverage;
Γλ = ⟨ℓ, ω⟩ + λ

∑
ω logω:

every full-support policy refits ptrue

unique interior fixed point (π⋆, ptrue)

DΨ(ω⋆∥ωk) ≤
(
1 − 1

1+LT
)k
DΨ(ω⋆∥ω0), independent of λ

With finite data the refit is performative; Banach needs small sensitivity (Mandal et al. 2023).
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